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T h e  t o o l c h a i n  y o u ' l l  l e a v e  w i t h

Portable. Works with any LLM.

01

Claude

Your own account

02

Prompt set

In the GitHub repo

03

Audit tools

OOPS!, reasoner, SHACL
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W h y  L L M s  f a i l  a t  o n t o l o g i e s

3

This is not a model-quality problem - it’s a guidance problem. Typical mistakes LLM’s make are below:

01 Complex class hierarchies

Deep, baroque trees that subclass everything 
in sight.

02 Inconsistent taxonomies

The same concept in three places under three 
names.

03 Uncontrolled property 
growth
Parallel inventions where the upper ontology 
already provides.

04 Modelling anti-patterns

Plan/occurrence collapse, role/type confusion, 
magnitude misuse.

LLM’s have been trained on public ontologies of variable quality - this means they will make mistakes.

AI-Assisted Ontology Engineering  •  KGC 2026  •  Dougal Watt, Graph Research Labs   •  www.graphresearchlabs.com 

http://www.graphresearchlabs.com


A I  M o d e l l i n g  T o o l s
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Skill
a focused prompt

The smallest unit of LLM extension. A 
reusable instruction set.

W H E N

Occasional manual use.

E X A M P L E

Each of the 7 prompts in your handout is a skill.

Plugin
an orchestration of skills

Workflow that fixes a problem, 
regenerates downstream artefacts, 
re-runs validation in one continuous 
flow. 

W H E N

Repeated workflow.

E X A M P L E

GRL ontology modeller plugin.

Harness
a governed agent

Constrains an LLM agent to operate 
within an ontology and SHACL 
declarations. The full model-set is the 
program.

W H E N

Governance-bound autonomous 
operation.

E X A M P L E

GRL Semantic Agent Harness.

Maturity model: three levels of LLM extension from skills, to plugin, to harness
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A I  M o d e l l i n g  T o o l s

5

Skill
a focused prompt

The smallest unit of LLM extension. A 
reusable instruction set.

W H E N

Occasional manual use.

E X A M P L E

Each of the 7 prompts in your handout is a 
skill.

Maturity model level 1: skills

What this gives you: agent 
can describe 
• documented patterns 
• domain expertise 
• methodology
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A I  M o d e l l i n g  T o o l s

6

Plugin
an orchestration of skills

Workflow that fixes a problem, 
regenerates downstream artefacts, 
re-runs validation in one continuous 
flow.

W H E N

Repeated workflow.

E X A M P L E

GRL ontology modeller plugin.

Maturity model level 2: the plugin - GRL have an advanced plugin for modelling available, but for purposes of 
this demo we are using LLM skills 

What this gives you: agent can 
describe and execute 
• documented patterns 
• domain expertise 
• methodology 
• interact with application 

systems 
• read live data 
• write outputs 
• return structured results 

(rather than just reasoning 
about what might be there)
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Agents encode skills and plug-ins into autonomous instances of an LLM. 
Harnesses are needed to get full value from agents. They provide: 
• Guardrails: agents constrained to support key standards e.g. BASEL, ITAR, 

FHIR, AS9100, DFARS/CMMC 2.0, DoD RAI 
• Audit: complete, immutable audit trail from regulatory requirement 

through to decisions, implementation and test evidence 
• Quality: quality validated at each stage - invalid data never enters the 

governed graph 
• Standards based - support common data standards 
• Memory: automatic agent memory per user and per project 
• Identity management for user & agent swarms 
• No lock-in: not tied to one agent vendor or database 

O n t o l o g y  a s  S e m a n t i c  H a r n e s s

7

Harness
a governed agent

Constrains an LLM agent to operate 
within an ontology and SHACL 
declarations. The declarations are the 
program.

W H E N

Governance-bound autonomous 
operation.

E X A M P L E
Semantic Agent Harness — GRL product that 
provides custom governance & control on 
LLM’s.

Maturity model level 3: once you have achieved competency in LLM based modelling, add the AI harness
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W h e n  N O T  t o  u s e  t h e  L L M
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Six places that require more human intervention and decisions, and stronger governance

✕
Foundational class structure (the upper-ontology 
level) ✕ owl:equivalentClass and owl:equivalentProperty

✕ Anything load-bearing for downstream reasoning ✕ Areas of legitimate domain disagreement

✕ Naming of stable identifiers (IRI patterns) ✕ Anything safety- or compliance-critical
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T h e  A I  a s s i s t e d  o n t o l o g y  m o d e l l i n g  m e t h o d o l o g y
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Human in the loop with LLM assisted ontology engineering.

1

Review
Human review of 
initial ontology 

version

2

Define
LLM generates 

ontology 
competency 

questions to test 
ontology

3

Critique
Train and deploy 
agents to critique 

your ontology

4

Assess
Human assess agent 

critique & decide 
what to change, 

applies fixes

5

Validate
Validate changes 
using validation 

tooling - human & 
LLM

6

Conform
Use LLM to produce 
conformance report 
to ‘score’ changes to 

ontology. May 
require further fixes

7

Release
Move ontology into 

governed 
production

↺  Re-enter at any stage as the ontology evolves

Production 
Testing

GRL Generators can be 
used to production test 
ontology with full data 

flow in hours

Advantages: saves 
months/years of effort. 
Iterate ontology testing 
until at production level 

for release 
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T e s t i n g  a n d  i n t e g r a t i n g  y o u r  g e n e r a t e d  o n t o l o g y  u s i n g  G R L  G e n e r a t o r s  

10

Although you can try to test manually, the amount of time and difficulty testing ontologies in the practical 
world can be frustrating. GRL Generator software can solve this by instantly integrating your LLM via API’s or 
MCP servers with your schema and create data assets in minutes, while providing provenance and audit. This 
provides practical solutions to ontology testing, time to production, and significantly reducing hallucinations.

GRL Generators are highly sophisticated, 
declarative, multifunctional software tools that 
can repeatedly generate data assets in minutes 
from an ontology
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A d v a n c e d  m e t h o d o l o g y  -  S e m a n t i c  A g e n t  H a r n e s s

11

To improve compliance, outcome accuracy, and multi-agent coordination, you need a Semantic Agent Harness - 
this is an architectural patten similar conceptually to a Firewall but with meaning - these are extremely difficult to 
execute reliably (>90%)

1

Review
Human review of 
initial ontology 

version

2

Define
LLM generates 

ontology 
competency 

questions to test 
ontology

3

Critique

4

Assess

5

Validate
Validate changes 
using validation 

tooling - human & 
LLM

6

Conform

7

Release
Move ontology into 

governed 
production

 GRL Semantic Agent Harness 
Advantages: governance by design, full audit trail, agent memory, standards-based 

guardrails (e.g. BASEL, ITAR, FHIR, AS9100, DFARS/CMMC 2.0, DODAF, DoD RAI), 
automatic quality management, Identity management for user & agent swarms

Train and deploy 
agents to critique 

your ontology

Human assess agent 
critique & decide 
what to change, 

applies fixes

Use LLM to produce 
conformance report 
to ‘score’ changes to 

ontology. May 
require further fixes
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A d v a n c e d  m e t h o d o l o g y  -  S e m a n t i c  A g e n t  H a r n e s s
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GRL Semantic Agent Harness is 
different. It acts as the gatekeeper 
programmed to obey rules from 
regulators, government and internal 
policies. We calibrate the results of 
the harness and they report to the 
relevant humans, while providing 
provenance and audit of LLM activity, 
agent activity and human activity 
within an organisation.

Most LLM harnesses are not suitable 
for enterprise use. They can’t scale, 
don’t constrain LLM’s, context is 
minimal to non-existent, and have 
little audit or provenance data. 
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H a n d s  o n

13

Walkthrough modelling the Aircraft Fleet Mission Readiness Ontology (AFMRO)

gist-aligned  •  three baked anti-patterns  •  full methodology arc
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H a n d s  o n :  A i r c r a f t  F l e e t  M i s s i o n  R e a d i n e s s  O n t o l o g y  ( A F M R O )

Initial review of our model - with mistakes

14

S T E P  1

A I M :  U N D E R S T A N D  C U R R E N T  S T A T E  O F  M O D E L

The afmro-flawed.ttl looks plausible. The class hierarchy makes sense at first glance. But it has three serious gist anti-
patterns baked in. We're going to find them, fix the most valuable one, and end up at the version that actually works. 

E X P E C T E D  O U T P U T

Protégé class hierarchy showing: Aircraft → F-35A_Aircraft → F-35A_Tail_AC001 (the deep-hierarchy anti-pattern); Mission 
asserted as both subClassOf gist:Event and subClassOf gist:Task; containsComponent listed alongside gist:hasPart.
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H a n d s  o n :  A i r c r a f t  F l e e t  M i s s i o n  R e a d i n e s s  O n t o l o g y  ( A F M R O )

Define Competency Questions 

15

A I M :  G E N E R A T E  Q U E S T I O N S  F O R  T E S T I N G  A N D  R E F A C T O R I N G

Switch to Claude. Paste the CQ generation prompt (handout: Artefact 1 - Competency question generation). 
Provide the AFMRO domain description. 
Generate twelve competency questions.

Claude returns 12 CQs covering fleet attribution, readiness, mission planning, capability gaps, and maintenance windows. Each CQ 
has a use case, the ontology elements it exercises, and a SPARQL skeleton.

S T E P  2

E X P E C T E D  O U T P U T
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Critique

16

S T E P  3

A I M :  G E N E R A T E  D E T A I L E D  C R I T I Q U E  &  C A N D I D A T E  A R E A S  T O  I M P R O V E

Fresh Claude conversation. Paste the adversarial critique prompt (handout: Artefact 2 - Adversarial critique skill). 
Configure four perspectives: sceptical reviewer, domain expert, regulator, first-principles thinker. Run the twelve CQs 
through them.

At least three weaknesses surfaced — typically: vague answer conditions, missing audit/provenance for regulated use, and one CQ 
that conflates plan-time with occurrence-time. The third weakness foreshadows anti-pattern 2.

H a n d s  o n :  A i r c r a f t  F l e e t  M i s s i o n  R e a d i n e s s  O n t o l o g y  ( A F M R O )

E X P E C T E D  O U T P U T
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Assess
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S T E P  4

A I M :  H U M A N - I N - T H E - L O O P  C H E C K  O N  A G E N T  O U T P U T S

Visually inspect the ontology then use tooling to assess further: 
1. Open the workshop OntoLinter (https://graph-research-labs.github.io/ai-ontology-workshop/index.html). Upload 
your ontology and read the report. 
2. Run a reasoner in Protégé (Reasoner → HermiT, Synchronise). Note inconsistencies or unsatisfiable classes. 
3. Pick the ONE issue you most want to fix and copy it out (alternative: ask your LLM what errors it can find) 
4. Make the required fixes 
5. Once fixes are made, create SHACL shapes for validation (handout: Artefact 3 — SHACL generation)

The workshop linter catches the missing skos:prefLabel and skos:definition annotations, both layers of the deep-hierarchy 
explosion (the airframe-as-subclass leaves and the intermediate type-as-subclass classes F-35A_Aircraft, F-22_Aircraft, 
C-130J_Aircraft), the parallel-property invention of containsComponent, the Mission/MissionPlan plan-occurrence collapse, the 
orphan domain classes Base and Crew, and the Capability mis-typed as Category.

H a n d s  o n :  A i r c r a f t  F l e e t  M i s s i o n  R e a d i n e s s  O n t o l o g y  ( A F M R O )

E X P E C T E D  O U T P U T
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Validate

18

S T E P  5

A I M :  V A L I D A T E  A N D  F I X  Y O U R  M O D E L

1. Open a fresh Claude conversation. Use handout: Artefact 4 — Modeller dialogue (fix and resync) 
2. Paste in your saved issue. Treat the LLM as a sceptical pair-modeller. Iterate until you agree on the fix. 
3. Apply the fix in Protégé or ask Claude to execute the fix. 
4. Regenerate the SHACL shape for the affected class or property. 
5. Re-run the OntoLinter and the reasoner. Confirm the issue is gone. 
6. Repeat validation & fix cycles until assessed gaps are addressed.

The key error is in Mission/MissionPlan collapse - a conflated class. With your LLM, propose splitting it into MissionPlan (gist:Task) 
and Mission (gist:Event), apply the split, regenerate the SHACL shapes, and re-runs the CQ tests. The split applied. CQ7 ("plans 
never executed") now returns the cancelled reconnaissance plan. CQ5 still works against the new structure. SHACL passes. 
Reasoner consistent.

H a n d s  o n :  A i r c r a f t  F l e e t  M i s s i o n  R e a d i n e s s  O n t o l o g y  ( A F M R O )

E X P E C T E D  O U T P U T
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Conform
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S T E P  6

A I M :  P A S S  Q U A L I T Y  G U A R D R A I L S  F O R  R E L E A S E

1. Open the Lightweight Conformance Template in your handout. 
2. Fill it in: CQs passing, SHACL violations, remaining issues identified by OntoLinter , profile violations, reasoner 
consistency. 
3. Note your three most important next steps. 
4. You may need to go back to Validate to fix any remaining issues  
5. Then open afmro-clean.ttl — the reference. Show that we have rebuilt it. 
6. Ontology is now ready for production testing, wider governance lifecycle management and release to production.

Report shows: 12/12 CQs passing, 0 SHACL violations, 0 critical linting errors, 0 profile violations, reasoner consistent. The 
corrected ontology matches the clean reference.

H a n d s  o n :  A i r c r a f t  F l e e t  M i s s i o n  R e a d i n e s s  O n t o l o g y  ( A F M R O )

E X P E C T E D  O U T P U T
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Production testing

20

S T E P  6 - 7

A I M :  E N S U R E  O N T O L O G Y  I S  F I T  F O R  P U R P O S E

Verify the ontology by testing and integrating it into existing enterprise technologies and data flows. 

E X P E C T E D  O U T P U T

Data flows through ontology infrastructure using standard organisational technical systems.

H a n d s  o n :  A i r c r a f t  F l e e t  M i s s i o n  R e a d i n e s s  O n t o l o g y  ( A F M R O )
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F o u r  t a k e a w a y s

21

1 This methodology is portable.
The skills in the handout work with any LLM.

2 The audit & conformance gap is critical.
Use validation tools to surface structural issues early on.

3 Resync on each edit/fix cycle.
Every fix triggers a SHACL update, a CQ re-run, a reasoner re-run. This discipline is what separates the 
methodology from ad hoc LLM use.

4 Test with production usage.
Your ontology must be tested in the real world. Integrate with production test data and existing 
technology systems. This is a critical step in ontology governance.
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I N F O R M A T I O N  L I N K S

OntoLinter:
https://graph-research-labs.github.io/ai-ontology-workshop/index.html

Information about Graph Research Labs tools & services to help with safe 
ontology engineering with LLM’s:

https://graphresearchlabs.com/kgc2026-links/
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